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Introduction 
 
As IPTV deployments grow in number and maturity, operators are beginning to understand the 
complexities and inherent challenges of their networks.  With this understanding has come an increased 
awareness that packet loss, on any IP network, is a reality and the resulting quality of experience (QoE) 
reduction cannot be ignored.   
 
A recent study found that these quality issues accounted for more than 25% of the obstacles for IPTV 
adoption.  Solving this problem is crucial to improving customer satisfaction and in doing so reducing 
both high customer service costs and customer churn, each of which are currently plaguing the industry.  
 
Networks originally designed to handle data can exhibit uneven deliveries and dropped packets that can 
be tolerated by data delivery applications because these applications are built to handle late arrivals and 
protocols exist (e.g., TCP) to resend those missed packets.  Video requires all packets be delivered 
regularly and reliably, as video buffers must be replenished consistently (not too little or too much), 
players do not hide missing data well, and the common delivery protocol (UDP) does not recover 
dropped packets.  All this leads to a problem for an IPTV operator. 
 
This paper describes real solutions to loss, why they matter, and when they are practical. 
 
IPTV is defined in this paper as distribution of digital video services over private, wired networks, e.g., 
a telephone operator with a TV service to its xDSL/FTTH customers. 
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The Business Case 
 
The business case for fixing loss is readily apparent to those operators experiencing it.  Each of the 
following are usually all too well understood in dollars by operators. 
 
- Poor quality lowers perceived value (lower service quality �  lower market price)—worse, High-

Definition television (HDTV) further highlights any existing loss 
- Increased call volumes into the customer service center 
- Increased number of truck rolls to customer premises 
- Increased churn, as unsatisfied subscribers migrate to other operators and take their other services 

(data, phone, wireless) with them 
- Inability to use existing in-home wiring (power or coax) leading to higher installation costs 
- Increased network equipment installation costs 
 
Operators looking for a solution to packet loss tend to fall into three categories. 

 
1) Those looking to drive a competitive advantage using quality as a differentiator. 
2) Those looking to maximize investment by reducing churn. 
3) Those looking to rollout HDTV—as tolerable loss with SD becomes intolerable with HD. 

 

 
 

Figure 1.   Survey on obstacles to IPTV adoption.  25% of issues related to QoS. 
 
Removing the packet loss requires some understanding of where it originates.  The next section 
provides more detail into loss sources. 
 
 
Sources of Loss 
 
Packet loss has multiple sources.  Some of the more common ones with IPTV deployments are listed 
below. 
 
·  Environmental effects (commonly found with copper lines in xDSL networks and in-home 

networking (powerline, coax, Ethernet) 
·  Congestion/clipping (due to oversubscription of the channel or exceeding equipment buffers, 

bandwidth allotments, or packet-handling capabilities) 
 
 
 
 



 
 
 
 

·  Out of sequence errors, as IP STBs cannot reorder packets 
·  Duplicate packets, as some IP STBs cannot handle duplicates 
·  Core network issues (such as lost network links, route convergence, and similar) 
 
The impact of these effects is also interesting. 
 
Environmental effects tend such as electrical impulse noise tend to lead to uncorrelated short burst 
errors in the order of 1-20ms as the physical-layer error correction (phy-FEC) algorithms breakdown.  
The common approach to reducing this effect is to increase protection at the physical layer (usually 
indirectly through noise margin and other parameters), resulting in lower effective throughput on the 
channel. 
 
Congestion and clipping also tend to generate bursts of loss, but the duration can be very short (e.g., for 
short-time ATM cell drops) or very long (e.g., traffic continues to exceed allowable limits).  In general, 
this is addressed by reducing the traffic bandwidth to provide sufficient assurance that no short-time 
transients will ever exceed the allowable buffers/limits, effectively over-reserving bandwidth for the 
service. 
 
Out of sequence errors tend to come in pairs, as the “lost” packet arrives later and is treated as another 
out of sequence event.  These events can be eliminated by network design to prevent packet-switching, 
but these approaches can be incompatible with some reliability architectures. 
 
Duplicate packets are created with bad terminations and other echoing issues.  These are typically 
resolved by sound cabling practices, but they are not always avoidable or convenient to remove. 
 
Core network issues tend to be the longest events, on the order of 50 to 100’s of ms, depending on 
network configuration and equipment.  These cannot be entirely eliminated, but the impacts can be 
reduced with network design. 
 
With the exception of the core network issues, all of these can be partially or entirely addressed by the 
solutions proposed in this paper. 
 
 
How to Measure Loss 
 
Before proposing solutions, it is important to properly characterize the loss that is to be removed.  
Commonly applied measuring parameters as listed below are insufficient to properly understand what is 
occurring, which is necessary before choosing a packet loss solution. 
 
The critical data to determine include the following.  Note that a loss event includes packet duplicates 
and out-of-sequence events, since IP STBs cannot resequence or remove duplicates.   If possible, a 
buffer compliance model should be used to determine if network jitter (interpacket arrival times) exceed 
the allowed jitter buffer on the STB.  Excessive jitter would also result in buffer underflows/overflows 
resulting in packet loss. 
 
Considering that a single loss event could be visible to an end user these must be understood and 
addressed.   Many standards bodies have a recommended value for Mean time between artifacts 
(MTBA) of at least 4 hours. 
 
An issue that is commonly overlooked is that loss events are measured in terms of an average over a 
long sample period.  Looking at an average this way will mask many loss events that tend to 
concentrate during network prime viewing time resulting in decreased customer satisfaction.  The chart 
below helps to describe this in very basic terms.  If a single loss event of one second is considered over  



 
 
 
 
a sample period of one second, the loss rate corresponds to 100%; however if that same loss event is 
considered over a sample size of one day, it now becomes 0.00001%.  Nevertheless, the end user still 
experiences a significant issue in each of these cases.     
 

1 Loss Event / Time of 1 Second 100% 
1 Loss Event / Time of 1 Minute (60 Seconds) 1.6% 
1 Loss Event / Time of 1 Hour (3600 Seconds) 0.00027% 
1 Loss Event / Time of 1 Day (86,400 Seconds) 0.000011% 

 
 
More meaningful analyses are described in the chart below: 
- Distribution of loss events – this tells how often a loss event occurs 
- Length of loss events – this tells how long each event is  
- Correlation between lines/users – this finds correlation between users/lines on the same and 
different nodes (e.g., DSLAM)  
- Correlation with time of day – this finds correlations between loss events and time of day, which 
corresponds to user activity and viewing levels (e.g., see Figure 2 below) 
 

 
As packet loss continues to gain in attention, test and measurement vendors are expected to add features 
to capture some of the needed data above.  Unfortunately, common operating measurements cannot 
produce the above information as required.  Some of these measurements, and their limitations, include 
the following: 
 
• Error-seconds – One ES is reported for any second with any event, so it cannot specify how many 

events occur in each second or how long the events are 
• Dropped/corrupt frames (DSL) – Since this measures the entire channel, it cannot know how 

much video traffic is lost vs. data or other services, and it cannot specify the exact number of IP 
packets affected 

• MPEG continuity counter errors – The counter is 4 bits (0-15), so it cannot accurately describe 
how long each event is and can occasionally miss events 

• Lost ATM cells – Even if cells are aligned with IP packets, this is a counter, so it is only as good 
a measurement as the granularity of the polling application and the responsiveness of the ATM 
device  

 
The simplest solution to this problem is to use test applications that generate a known stream and  
compare the received data with this; however, this requires dedicated bandwidth on the lines to be  

Figure 2.  Correlation of Loss Events with time of day 



 
 
 
 
tested, software/hardware to generate the known stream, software/hardware to capture the data, and 
analysis software to analyze and report on the data.  Another solution would be to use a protocol such as 
RTP that includes sequence numbers to track lost packets (effectively a much longer continuity 
counter), but with the limited existing equipment and deployment of RTP, this solution is typically out 
of reach for most operators. 
 
Once this effort is undertaken, the wealth of data collected can be well worth the expense in time and 
money when choosing a solution and optimizing it. 
 
 
Possible Loss Solutions 
 
A common solution is to measure, isolate, and eliminate loss sources.  In practice, this is not sufficient.  
Transients cannot always be completely removed from any system.  Even fiber-to-the-home (FTTH) 
systems can be plagued by in-home, copper or wireless networking resulting in a deficient user 
experience.   
 
As such, a more complete solution is needed, which tends to fall into the following categories. 
 
Physical Layer Forward Error Correction (phy-FEC)  
This is typically the first solution to try, because it is omnipresent.  By reducing code rates, reducing 
modulation efficiency, and increasing interleaving depths (usually indirectly), errors can be reduced 
resulting in more good IP packets, but all of these solutions have disadvantages.  Reducing the code rate 
increases the amount of repair data sent on the wire, which reduces the effective data rate.  Reducing 
the modulation efficiency sends the information over longer times, which may increase the loss rate and 
will reduce the data rate.  A longer interleaving depth increases transmission latency, punishing all 
services including voice and data to better protect video.   
 
Various improvements in channel codes (Turbo, LDPC codes) and diversity techniques (longer 
interleaving) have resulted in improved performance, but there is a limitation to how much can be 
recovered and there is a rather high cost in effective bandwidth.  Phy-FEC codes are not built to handle 
the larger impulse noise transients and other sources of loss noted above, and they become increasingly 
less efficient and economically no more viable when trying to fix these sources.  Costly upgrades in 
network and receiver hardware would generally be necessary to integrate such improvements. “Good 
enough” is turning out to be more than phyFEC can reasonably achieve. 
 
Retransmission 
Retransmission is heavily used in many networks, particularly the Internet.  Retransmission simply 
means the sender resends any content that is lost during transmission.  Retransmission takes many 
forms, but only one is used for IPTV video. 
 
·  ACK (Acknowledgement):  The most common form of retransmission (used in TCP) where the 

receiver acknowledges all packets received.  This performs poorly as loss rates are lower and 
number of receivers are higher, so this quickly becomes impractical in broadcast/multicast video 
architectures. 

·  NACK (Negative Acknowledgement):  The only form proposed for IPTV networks as part of 
RTP, as receivers only ask for missed packets, so it can scale better than an ACK scheme when 
loss rates are low.  This method will be discussed more below. 

 
A NACK solution typically requires an intermediate to handle the retransmission requests.  This 
offloads the original sender for better scalability.  It is also common to use a separate unicast path for 
retransmission requests and retransmitted packets to protect the broadcast/multicast video content 
against the bursty nature of retransmission. Generally each user misses different packets so it would be 
inefficient to burden the multicast group with the packets for all users. 



 
 
 
 
A simple architecture is shown below in Figure 3. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 3.  Simple retransmission architecture. 
 
 

NACK architectures have the primary advantage of bandwidth efficiency on access link:  They only 
resend data that is actually missed, so the least amount of access link bandwidth is required in low-loss 
situations.  This becomes progressively less efficient as the loss rate increases, as the receiver and 
sender need to send NACKs and retransmitted packets more than once, and this negatively impacts 
scalability. 
 
NACK architectures suffer from several drawbacks. 
·  Scalability:  Retransmission servers must necessarily capture all video traffic going to every 

receiver it serves.  This places an upper limit on the amount of content it can monitor.  Also, as 
loss increases, its receivers require more retransmissions.  Lastly, correlation between lines can 
cause surges in requests for the same content.  It is always important to understand the peak 
demand on any given zone while doing capacity planning for retransmission and to continue to 
model and monitor the edge servers as the number of subscribers and programs increase. 

·  Network bandwidth: whilst retransmission is efficient in terms of access link bandwidth, it can be 
highly inefficient in terms of network link bandwidth. Wherever retransmission traffic for 
multiple users is transmitted over a common network link, the amount of retransmission traffic on 
that link scales with the number of users and can quickly become unmanageable. For example, a 
link serving 1,000 users who experience a peak in the aggregate loss rate of 1%, will carry ten 
times as much retransmission traffic at those peaks as it does original stream traffic. Such links 
need to be dimensioned for these peaks, so that fact this does not happen often doesn’t diminish 
the problem. 

·  Number of edge servers:  To mitigate the above two points, intermediate retransmission servers 
are typically placed on the edge. This also reduces round-trip times (RTT).  This not only places 
them outside the headend but will require moving or adding to them as the subscriber base 
increases. 

·  Add RTP:  While a standardized protocol, it is not common or commonly supported, so firmware 
and possibly hardware will require upgrading.  Additionally, it adds a 12-byte header to every 
video IP packet, which reduces the effective data rate on the line. 

·  NACK client:  In addition to adding edge servers, it is necessary to integrate the functionality into 
the receiving device, which is an IP gateway or STB. 



 
 
 
 
·  Proprietary solution: Standardized solutions for NACK in IPTV are only just reaching the initial 

approval stage in bodies such as DVB. So, any solution chosen today may require modification to 
comply with the standard before interoperability with other vendors’ equipment is supported. 

·  Not backwards-compatible:  Using NACK currently requires adding RTP to the network, which 
means deploying a NACK architecture can be problematic if thousands of existing STBs must be 
upgraded and tested at the same time as the network changes are occurring in order to work. 

·  Increased latency:  Typically two round-trip times (RTT) between the receiver and the edge 
server to allow for loss during the retransmission process.  This adds a buffer to the receiver that 
results in a longer channel-change time. This is in addition to the retransmission buffer itself, 
which is needed to maintain playout whilst the missing data itself arrives. 

·  Unpredictable resourcing:  Since retransmission requests and packets are only sent when needed, 
there is no way to predict what bandwidth will be required when loss occurs.  This can complicate 
service planning and guarantees, particularly if the customer monitors effective data rate often, as 
many do.  Similarly, predicting STB resource requirements can be more difficult. 

·  Unicast retransmissions:  Since retransmission requests and retransmitted packets are sent via 
unicast, any issue that affects multiple receivers in the same way will cause a retransmission 
storm in both directions where the same content must be sent to each receiver individually. 

 
One of the primary disadvantages of NACK solutions is the inability to capitalize on access network 
optimization techniques.  Some access network optimizations which NACK effectively precludes are 
quite compelling, such as 
 
1) Speeding voice and data services – reduce DSL interleaving depth results in faster voice and data 

services, but makes for more, shorter loss events, which reduces the scalability of the edge servers 
2) Qualifying more lines/customers – allow higher loss lines to have video services, but higher loss 

means these lines will hit edge servers the hardest 
3) Modify profiles to boost bandwidth/loop length – shift to different access profile settings creating 

more effective data rate or allow lines to go longer, but this results in more loss from the same 
line placing added burden on the edge server 

 
Application Layer FEC (AL-FEC)  
The other common solution to packet loss is AL-FEC.  AL-FEC recovers lost or missing packets by 
using repair data that is sent along with the original video content. The repair data is generated at the 
transmitter from the original data..  The two most common options for AL-FEC for IPTV are ProMPEG 
Code of Practice 3 (a.k.a. CoP3), DF Raptor, and a hybrid solution standardized by DVB, and endorsed 
by ATIS IIF and the ITU-T FG IPTV. All AL-FEC solutions offer the following benefits: 
 
·  Scalability—once installed in a headend, it supports an unlimited number of receivers 
·  Predictable resourcing—network overhead and STB resource requirements can be easily 

predicted 
·  Standards-based—all considered options here have been standardized, so there is less risk of 

future changes and interoperability issues 
·  Backwards-compatible—all solutions can be backwards-compatible in RTP enabled networks, 

but not necessarily for a UDP based solution.  Although retransmission and standardized AL-FEC 
solutions are not backwards compatible for UDP based solutions, DF does offer a backwards 
compatible solution for deployments over UDP networks which allows phased deployments 
without forcing a concurrent upgrade of all STB makes/models. 

 
All AL-FEC solutions require integration into IP STBs and gateways that support the solution to 
process the repair data.  For UDP-based solutions and other solutions not based on RTP, backwards 
compatibility is still an issue for both retransmission solutions and for standardized AL-FEC solutions. 



 
 
 
 
CoP3 
CoP3 interleaves blocks of packets or bytes of content and uses parity across the rows or columns to 
create repair packets.  See the figure 4 below. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
 

Figure4.  Sample block from CoP3 AL-FEC solution, per SMPTE 2022-1.  CoP3 1D only uses one 
repair stream (FEC or FEC’), while CoP3 2D uses repair across both rows and columns. 

 
 

There are predominantly two implementations of CoP3 under consideration:  CoP3 1D and CoP3 2D.  
The SMPTE/CoP3-1D implementation requires typically 10% overhead to create repair data over each 
column, so while it provides good protection against bursty loss, it does not offer much protection 
against randomness or multiple events in the same block (see figure 5 below).  The SMPTE 
implementation of CoP3-2D requires typically 20% overhead to create repair data across both rows and 
columns, so while it provides some protection against multiple events, it has a substantial network 
bandwidth penalty. 
 
Typical COP3-1D parameters require a 10% overhead for parity data calculated over the columns of a 
10 by 10 grid. This provides protection against a burst loss of up to 10 packets, provided this is the only 
loss in the 100-packet block. However for random losses or multiple events protection is much lower: if 
two packets are lost from the same column, then the loss cannot be recovered. 
 
Typical COP3-2D parameters require a 20% overhead, adding parity packets calculated over the rows 
of the 10 by 10 matrix. This allows a number of loss patterns not recovered by the 1D code to be 
recovered but there are many cases where just 3 or 4 lost packets can be unrecoverable. 
 



 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 5.  CoP3-1D weakness to multiple events. 
Repair packet 0 (in green) cannot recover from losing both packets 4 and 8. 

 
 
CoP3 has several advantages:  it is believed to be IPR-free, simple, and included in some equipment 
offerings.  A CoP3 solution is not actually free, as the providing vendor will charge for implementing 
CoP3 into the headend or STB device, but there is no license for the CoP3 algorithm itself (unlike 
MPEG-4 or Dolby).  The cost of the excessive bandwidth overhead is also a real cost to network 
operators. The disadvantages have made the CoP3 adoption rate rather low. 
 
·  Not resilient to multiple events—see figure 5. 
·  High network overhead—most implementations are fixed at 10 or 20% for CoP3 1D and 2D; 

other implementations have similar numbers 
·  Higher latency—affecting channel-change times more by the necessary sending arrangement of 

the repair data 
·  Promotes a worse architecture—some video compression vendors are including CoP3 in their 

devices, but this places the AL-FEC solution before any encryption solution; this is not preferred, 
since decryption can amplify the effects of any loss, creating a bigger problem for CoP3 to solve.  
The better solution is to perform AL-FEC after any content protection, so the decryptor sees all 
packets.  Furthermore, applying FEC before encryption may be a security-thread. 

·  RTP—both DVB-IP and SMPTE-2022-1 implementations require RTP, which currently has 
significant impact on deployment and backwards-compatibility support (see Retransmission) 

·  All or nothing—CoP3 implementations apply FEC to all lines, regardless how much is needed 
 
 
DF Raptor 
DF Raptor is a near-ideal AL-FEC code developed by Digital Fountain that has been adopted by DVB-
IPI, ATIS, and ITU-T for IPTV networks and 3GPP and DVB-H for cellular networks.  Similar to 
CoP3, it generates repair data and uses it to recover any lost packets, but it generates the repair quite 
differently from CoP3, providing for some unique benefits.  The algorithm is summarized in the figure 
6 below, where it takes some k number of source packets and creates n-k repair packets.  As long as the 
receiver gets at least k out of the total n packets, it can almost always recover all missed data. 
 
 



 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
Figure 6.  DF Raptor AL-FEC algorithm.  For IPTV, each symbol is one IP packet. 

 
 
Because of how Raptor generates repair, effectively any repair packet can be used to recover any 
missing packet with Raptor.  This gives it high resilience against randomness, unlike CoP3, and high 
resilience against multiple events, unlike CoP3 or retransmission.  It has the following benefits over 
CoP3, in addition to the general AL-FEC advantages listed above. 
 
·  Fix all loss types, regardless of single or multiple event 
·  Configurable network overhead, with the granularity of one IP packet 
·  Configurable latency, to optimize channel change times and network overhead 
·  Independence of parameter settings: changing one parameter does not have knock-on effects on 

the loss protection as with CoP3 
·  Backwards-compatible option, for easier deployment and future-proofing 
·  RTP not required, eliminating the need to change the network 
·  Minimum required peak bandwidth requirement compared to retransmission 
 
 
Additionally, Digital Fountain has high-reliability server software for simple integration into a headend 
offering a standalone, drop-in, and backwards-compatible architecture.  It also allows layering of repair 
data, so worse lines can receive more repair and cleaner lines can receive less. 
 
Raptor, of course, has limitations as well. 
 
·  Network overhead required, generally in the range of 5-10% 
·  Increased latency, generally affecting channel change on the order of 100ms compared to having 

no packet loss solution 
 
 



 
 
 
 
CoP3-Standardized Raptor Hybrid 
The various standards boards have adopted a hybrid of the two schemes above (DVB Hybrid Code).  
This allows for the simpler CoP3 calculations to be used in those instances where losses are very low 
and the improved efficiency of standardized Raptor for all others.  In effect, you get the best of both 
algorithms. Studies have shown that the technical advantages of the hybrid code as compared to 
standardized Raptor alone are marginal, since the bandwidth differences are of the order of 1% and only 
apparent in very low loss conditions.  Figure 7 below charts out the comparisons of each option and in 
additional highlights the benefits of DF’s latest Raptor code for IPTV. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
 
 

Figure 7.  Comparing CoP3, Standardized Raptor, DVB Hybrid, and Latest DF Raptor for 
IPTV,.6Mbit/s MPEG-2 Transport Stream, 400ms latency,  

Repetitive Electrical Impulse Noise (REIN) Loss,. 
 

 

Choosing a Solution for Loss 

 
In general, there is no one solution that will be perfect for all environments and operators.  The 
primary factors impacting which solution is best are the following: 
- Type of loss 
- Network characteristics and design (geographic separation, …) 
- Upfront, growth, and administrative cost tolerance 
- Deployment impact (upgrade firmware, add new protocol, changeout network gear, 
upgrade STB, upgrade test equipment, capacity planning) 
 

These can be summarized in the following matrix. 
 
 



 
 
 

 
Consideration Retransmission CoP3 Raptor 

Type of loss (bursty or random) Fewer, random 
uncorrelated loss 

events better 

Infrequent  
bursty loss events 

better 

Any is fine 

Correlation between loss 
events/lines 

Not good No impact No impact 

Network separation node-to-subs Less is better No impact No impact 
Network separate node-to-node Less is better No impact No impact 
Channel-change time Medium to high Medium Medium 
Average Bandwidth 
Requirements 

Lowest High Medium 

Peak Bandwidth Requirements High High Minimum 
Upfront Server Costs Medium: Variable 

based on subscribers 
and programs 

Low: Variable just 
on programs 

Low: Variable 
just on programs 

Server costs scaling by number 
of subscribers 

High No Impact No Impact 

Server costs scaling by number 
of programs 

High because servers 
are at the edge 

Low – All 
centralized 

Low – All 
centralized 

Cost over time (add subs) Medium Very small Low 
Access Reach Expansion Low None High 
Deployment impact High Low Low 

 
 

Chart1.  Comparison of packet loss solutions. 
 
 

As the peak loss rate increases, the number of receivers increase, the number of programs grows, and 
the tighter the loss correlation, retransmission becomes less economical.  For example, as the subscriber 
base grows, the number of HD or other programs offered will grow and the subscriber access reach will 
grow, which means that for Retransmissions the costs will increase in a cubic fashion, i.e., if you double 
the subscriber base and double the number of programs and increase the average access reach by a 
factor that doubles the loss rates, then the server costs for retransmission will increase by a factor of 
eight, whereas for AL-FEC the increase in server costs would only be a factor of two (due to more 
programs). 
 
A final factor is the actual network design. The limitations of solutions such as Retransmission and 
CoP3 often translate into a set of QoS requirements placed on the underlying IP network. These QoS 
requirements carry a price tag. For example, improved IP network performance can be obtained though 
techniques such as MPLS, but the equipment and operational overheads of such techniques can be 
significant. If QoS requirements on the IP networks can be relaxed, through the use of more advanced 
packet loss solutions, then this can translate into significant cost savings.  For example, the ITU-T FG 
on IPTV has concluded that consumer television quality can be achieved using the standard QoS 
Classes 0 and 1 together with the DVB-IP AL-FEC including DF Raptor, whereas other solutions 
would require network costly upgrades to support significantly better QoS. 
 
 

Hybrid Solutions 
 
Recently, hybrid FEC-retransmission solutions have been proposed to offset some of the scalability 
issues with retransmission and some of the blanket overhead issues with FEC.  With this type of 
solution, an operator could correct most of the network loss (say 5%) using FEC and correct the  



 
 
 
 
remaining loss (say 4%) with retransmission, thus all lines would see 5% overhead and only those 
seeing more loss would see more overhead for retransmission.  This also means the retransmission 
servers only have to service the few lines that have more than 5% loss, which improves scalability.  The 
advantages of this approach are listed below. 
 
·  Potentially correct more loss types 
·  Improve scalability of retransmission servers 
·  Combine with fast-channel change to hide extra latency 
 
The disadvantages are 
 
·  Without a fast-channel change solution, have latency of both retransmission and FEC 
·  Must deploy a FEC solution and a retransmission solution 
·  If CoP3 is used, both it and retransmission provide poor protection against random loss, so access 

network optimization techniques may not be practical 
 
 
Building a Business Case 
 
Key to considering any solution is a sound business case.  While the dollars saved will vary from 
deployment to deployment, the potential savings can be summarized as follows: 
 
1) Reduce churn, and triple/quad-play means losing voice, data, and wireless customers, too. 
 Video may be a loss-leader, but satisfied video customers will tend to keep their revenue-

generating voice, data, and wireless services with the same operator.  Losing this video customer 
will likely cause the customer to take their other services with them, so the cost of churn goes up. 

 
2) Reduce customer service calls by reducing video artifacts and actively monitoring lines. 
 Eliminating packet loss results in fewer video artifacts, which reduces customer complaints.  

Most of the solutions listed above provide a means to monitor quality, so that the extent of the 
packet loss problem can be measured and corrected on a line-by-line basis and actively resolved 
rather than waiting for the phone to ring. 

 
3) Qualify more lines for services, which means reaching more customers and using more 

DSLAM ports. 
 Many DSL lines are disqualified for video service due to excessive noise, insufficient bandwidth, 

and other limitations of the line.  A packet loss solution removes the impact of the noise, 
qualifying in that line.  Using a packet loss solution also allows for reducing the phyFEC 
overhead resulting in more bandwidth for the same line.  However, both of these require a 
solution resilient to the random loss that will result. 

 
4) Reduce install times by using in-home networking. 
 Fully wiring a new customer for video services can take up to 5 hours, resulting in one install per 

installer per day.  Use of in-home networking methods (powerline, coax, wireless) would reduce 
this install time, but they result in packet loss.  The solutions mentioned above can be used to 
correct this loss, allowing for installs below 4 hours, resulting in 2 installs per installer per day.  
The savings from this alone can quickly justify the expense of a packet loss solution, but the loss 
solution must be resilient to the random loss from these transport methods. 

 
 



 
 
 
 
Conclusion  
 
The user experience and the corresponding QoE has become a number one priority within operator 
networks. This paper has identified the business case facing operators and the revenue impacts of not 
addressing packet-loss, reviewed the sources of loss, identified how to properly characterize the loss 
events, and the solutions available to address the issues. Every network is different and each of the 
solutions described in this paper has its unique benefits based on the network loss profile.   Packet loss 
is a given and the earlier in the process operators can design in a solution the higher the resulting 
customer service and the larger the revenue potential. 
 
The selection of an error correction solution must take into account the many distinct points that have 
been raised in this paper. Unless the operator focuses on the error characteristics, the complexity of 
adding equipment to the network and the expectations of their customers there is a high probability that 
the operator may not implement the most effective solution possible. 
 


